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Abstract
A multiscale segmentation algorithm has been developed
to identify storms at different scales through contiguityenhanced K-Means clustering of texture features. The
identified storms are used as a template for tracking storms
through time and for identifying storm properties. A variety of scalar features are computed from the gridded values
falling within the geographic and temporal extent of the
identified clusters.
The resulting algorithm is illustrated in real-time operation and the utility of the extracted properties is demonstrated through a decision tree that is capable of identifying
the storm type based on just the automatically extracted
properties.
I. Introduction
Being able to identify storms and then classify them
into categories in an automated manner can lead to many
advances in severe weather prediction. Different types of
storms have different life cycles. For example, pulse storms
have short (around 30-minute) lifetimes while quasilinear
convective storms have lifetimes measured in hours. The
degree of organization and type of severe weather possible from different storm types also varies between storm
types. Given an automated way to identifying storms and
classifying them, it would be possible to build a comprehensive, multi-year database of storms, especially if the
database also contained multiple attributes of the storms,
such as their speed, potential for hail and the presence or
absence of cloud-to-ground lightning. Such a database may
make it possible to provide probabilistic guidance based on
databases of past storm events that contained that category of storms.
In this paper, we describe a high-resolution, automated
storm-type classification technique that identifies storms
based on radar data, extracts properties of those storms
from gridded fields and uses these attributes to classify the
storms into one of four types.
II. Method
The method involves the following steps:
1. Quality control the reflectivity data from individual
radars
2. Compute azimuthal shear on the velocity data from individual radars
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3. Merge the reflectivity data into a multi-radar 3D cube;
merge the azimuthal shear into layered composites
4. Compute severe weather diagnositic parameters from
the reflectivity data
5. Identify storms at multiple scales from the multiradar
composite
6. Estimate motion of these storms
7. Extract properties of these storms based on the other
gridded fields
8. Train a decision tree based on human classification of
some storm cases, and use trained decision tree in realtime
to identify storm type.
Each of these steps is described in greater detail in this
section.
A. Quality control of reflectivity data
Because echoes in radar reflectivity data may correspond
to biological targets, anamalous propagation or ground
clutter, it is necessary to remove such non-precipitating
echoes from the data before using the data in automated
algorithms. The data are quality controlled using the
technique of [Lakshmanan et al.(2007)Lakshmanan, Fritz,
Smith, Hondl, and Stumpf]. The technique incorporates
radial preprocessing, entropy checks, a neural network to
combine texture and vertical features based on just reflectivity and a post-processing step that classifies regions instead of individual radar gates.
The performance of the quality control technique is
demonstrated in Figure 1.
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Fig. 1. (a) A high-resolution nationwide composite of the raw LevelII reflectivity data. (b) A high-resolution nationwide composite of
the QC’ed Level-II reflectivity data – note that the radar artifacts
and clutter around the radars have been removed.

B. Azimuthal shear
Traditional methods of calculating rotational and divergent shears from Doppler radial velocity data can give results that vary widely from the true value of shear for
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the meteorological feature being sampled. We use a twodimensional, local, linear least squares (LLSD) method to
minimize the large variances in rotational and divergent
shear calculations [Smith and Elmore(2004)]. Benefits of
using LLSD first derivative (shear) estimates include higher
tolerance of the noise typical of radial velocity data and
better adaptability to different spatial scales.
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C. Multi-radar reflectivity and azimuthal shear
Reflectivity and azimuthal shear from multiple radars are
combined in real-time into a rapidly updating 3D merged
grid and derived products are computed based on this 3D
merged grid [Lakshmanan et al.(2006)Lakshmanan, Smith,
Hondl, Stumpf, and Witt]. See Figure 2 for an example of
such a product – the composite reflectivity computed from
the merged grid during the Hurricane Ivan event. Since the
hurricane is over water and quite far from the coast-line,
no individual radar could have captured as much of the
hurricane as is shown in the merged data.
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Fig. 2. (a) Image of hurricane Ivan consisting of combined data
from 6 WSR-88D radars (KLCH, KLIX, KMOB, KTLH, KTBW and
KBYX). Images were created from the la test available WSR-88D
data every 60 seconds (at 1km x 1km x 1km resolution). (b) Data
from the Tallahassee radar (KTLH) – note the far poorer coverage
extent.

D. Severe weather diagnostic parameters
From the 3D merged grids of reflectivity and azimuthal
shear, several severe weather diagnostic parameters are
derived. These include the Vertical Integrated Liquid
(VIL: [Greene and Clark(1972)]), and the Maximum Expected Size of Hail (MESH: [Witt et al.(1998)Witt, Eilts,
Stumpf, Johnson, Mitchell, and Thomas]). In addition, the
reflectivity composite, the reflectivity at various temperature levels and azimuthal layer averages are also created.
Some of these parameters are shown in Figure 3.
E. Identifying storms
The K-Means clustering technique from [Lakshmanan
et al.(2003)Lakshmanan, Rabin, and DeBrunner] is used to
identify pixels in the gridded fields that form natural clusters in their data values. The technique provides nested
partitions, i.e. the identified storms structures are strictly
hierarchical. The technique works by clustering image values (reflectivity/infrared temperature, etc.) in the neighborhood of a pixel on two opposing criteria:
• Belong to same cluster as your neighbors.
• Belong to cluster whose mean is closest to your value.

Fig. 3. A few of the severe weather parameters derived from 3D
merged grids of reflectivity and azimuthal shear. Shown are data
over Mississippi on May 10, 2006. (a) Part of 3D merged grid: the
multi-radar reflectivity at 11 km above mean sea level. (b) Reflectivity at the first height above terrain that is not beam blocked (from
the radar that senses the spot at the lowest height). This is a proxy
for precipitation on the ground. (c) Reflectivity at −20o C. The temperature level from objective analysis of surface observations. This
is a proxy for lightning potential. (d) Vertical Integrated Liquid (e)
Probability of Significant Hail (f) Layer average of azimuthal shear
between 0 and 3km above mean sea level.

Hierarchical segmentation is incorporated into the KMeans clustering technique by steadily relaxing intercluster distances.
K of this K-Means clustering is not the number of regions
in the final segmented output. It is the number of central
vectors about which we do the clustering. The number
of regions is determined by the spatial location. As the
number K increases, the clusters cover a smaller range in
the texture space. In case the number of regions is not
known a priori, a very high value of K may be chosen. The
most detailed segmentation may have too many regions,
but coarser levels might yield the desired result. This is
one advantage of using a hierarchical technique.
We iteratively move pixels minimizing
E(k) = λdm (k) + (1 − λ)dc (k)

0≤λ≤1

(1)

where the distance in the measurement space is:
dm (k) =k µnk − Txy k
and the discontiguity measure is::
X
n
dc (k) =
(1 − δ(Sij
− k))

(2)

(3)

ijNxy

A region growing algorithm is employed to build a set
of connected regions, where each region consists of 8connected pixels that belong to the same K-Means cluster.
If a connected region is too small, then its cluster mean
(the mean of the texture vectors at each pixel in the region)
is compared to the cluster means of the adjoining regions
and the small region is merged with the closest mean. The
result of the K-Means segmentation, region growing and region merge steps is the most detailed segmentation of the
image.
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The cluster size threshold is used to determine the scale
of interest. At small values of the threshold, many small
regions are identified. As the size threshold is increased,
smaller regions get combined into larger regions. Thus,
storms are identified at multiple scales. The effect of this
process is illustrated in Figure 4.
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Fig. 4. Clustering pixels in the reflectivity composite field to find
storms at different scales. Data are over Mississippi on May 10, 2006.
(a) Most detailed scale, to identify clusters that meet a size threshold
of approximately 20km2 . (b) Intermediate scale, to identify clusters
that meet a size threshold of approximately 160km2 by combining
clusters from previous scale. (c) Coarsest scale, to identify clusters
that meet a size threshold of approximately 480km2.

F. Motion estimates
The identified clusters are used as a template and the
movement that minimizes the absolute-error between two
frames is computed. Given the motion estimates for each of
the clusters in the image, the motion estimate at each pixel
is determined through interpolation. This motion estimate
is for the pair of frames that were used in the comparison.
We do temporal smoothing of these estimates by running
a Kalman filter [Kalman(1960)] at each pixel of the motion estimate, yielding a wind field over the entire domain
at the resolution of the reflectivity field. Forecasts can be
made on fields other than the tracked field by advecting
them based on this estimated wind field. The forecast is
done by first projecting data forward in time to a spatial
location given the motion estimate at their current location
and the time that has elapsed. Locations not filled by this
forward projection are filled by interpolating using an inverse square-distance metric of nearby filled locations. The
three steps of clustering, motion estimation and advection
are shown in Figure 5.
G. Cluster Properties
Several types of properties can be automatically extracted for each identified cluster. The number of pixels
in the clusters denotes the size of the cluster.
Geometric moments of the cluster can be used to find the
best fit ellipse to the set of points that forms the cluster.

Fig. 5. (a) Merged reflectivity data from 7 different radars (KFDR,
KINX, KLZK, KSGF, KSRX, KTLX and KVNX) on March 3, 2003.
(b) Segments (clusters) at scale used for 30-minute motion estimation.
(c) Motion estimate from the algorithm (d) 30-minute forecast based
on advection.

The best fit ellipse is given by five parameters: the center
position µx , µy , the lengths of the major and minor axes
a, b and the orientation of the ellipse to the x-axis (φ).
Assuming the cluster consists of points xi , yi , the center
µx , µy can be obtained by computing the mean xi and yi
respectively. It is also possible to compute the variances of
xi , yi and xi yi :
vx =

N Σx2 −(Σx)2
N 2 −N

vy =

N Σy 2 −(Σy)2
N 2 −N

vxy =

N Σxy−ΣxΣy
N 2 −N

(4)
The parameters of the best fit ellipse are then given by:
q
2
a = 2 vx + vy + (vx − vy )2 + 4 ∗ vxy
q
2
b = 2 vx + vy − (vx − vy )2 − 4 ∗ vxy
(5)
φ = tan−1 √
(

a2 /4−vxy
v
/ √ 2 xy2 2 2
a2 /4−vx )2 +vy2
(a /4−vx ) +vxy

Besides geometric properties such as size and ellipse fit,
it is possible to extract scalar properties of the clusters
based on other gridded fields. For example, it is possible
to compute the maximum expected hail size of the storm
by using the maximum expected hail size grid and taking
the maximum value found in the pixels that correspond to
the cluster, i.e.:
M ESHclusterj = maxi (M ESHxi ,yi |xi , yi clusterj ) (6)
Other scalar statistical properties such as the mean, variance, minimum, median, 90th percentile, etc. can also be
computed. This process can be applied to any gridded field
as long as it is remapped to match the resolution of the field
that was clustered to identify the clusters.
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There are two ways to compute temporal properties of
the clusters: either through association or through template matching.
The first method is to associate clusters across time.
This can be done through overlap if the clusters are big
enough, if the time resolution is small enough (the movement of the cluster should be not be so great that there is
little or no overlap between the same cluster at successive
frames) and if the clustering is stable. These conditions are
met usually for mesoscale entities, but not for storm-scale
ones. Thus, the change in MESH between time frames may
be computed by differencing the M ESHcluster at the two
time frames:
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Fig. 6. Training a storm type identification algorithm: (a) A meterologist identified the storm type by drawing polygons within which
all the storms were of the same type. (b) The polygons were used to
fill out a storm type grid. Properties of storms were extracted from
this grid

δM ESH,clusterj = M ESHt0 ,clusterj − M ESHt1 ,clusterj (7)

Thus, for each storm, a table of training data was created. Each row of the training data consisted of data perSimilarly, the life-time maximum of the M ESHcluster may taining to a single cluster at the 480km2 scale. The data
be computed by using the maximum M ESHcluster associ- included the properties of the cluster as automatically exated with the cluster over all previous time frames.
tracted from observed and derived data, and the storm
The second method of computing temporal properties of type deduced from expert classification. There were 1356
the clusters is to assume that the cluster shape and size storms, extracted from six days of radar data, in the trainhas not changed significantly in the time period of interest. ing data set.
Since every cluster has a motion estimate associated with
The training data was presented to a decision tree alit, it is possible to advect the cluster back in time to the gorithm [Quinlan(1993)] with 30% of the data kept aside
previous time frame and then compute the same gridded for pruning the decision tree so as to limit overfitting.
property on the older data i.e.
Branches of the decision tree were pruned if they led to
wrong results on the 30% of training data kept aside. A
δM ESH,clusterj = maxi (M ESHt0 ,xi ,yi |xi , yi clusterj , t0 ) part of the resulting decision tree is shown in Figure 7.
−maxi (M ESHt−1 ,xi −ui ∗(t0 −t−1 ,yi −vi ∗(t0 −t−1 ) |xi , yi clusterj , t0 ))
(8)
The second is more tolerant of instable clustering results,
association errors and problems due to splitting or merging
of storms. However, it assumes that the storms have not
drastically evolved in the intervening period, and therefore
should be used only over small time periods. In particular,
this method is ill-suited to computing a property such as
life-time maximum of MESH.
Using these methods, it is possible to extract geometric, gridded and temporal properties of identified clusters.
The gridded and temporal properties may correspond to
geospatial data from other sensors. They may even be data
such as population density, which is not meteorological in
nature.
For the storm type determination discussed in this paper,
we extracted the properties listed in Table I.
Fig. 7. Part of the decision tree learned from the training data.
H. Storm Type Identification: Training
Given the attributes of a storm, it was desired to create an algorithm to automatically classify the storm into
one of four categories: supercell, convective line storm,
pulse storm or unorganized. To do so, a meteorologist
went through a selected set of storm cases and marked out
regions that corresponded to the different categories (See
Figure 6). The polygons marked out by the meterologist
were then converted to a gridded product where pixels inside a polygon corresponded to the appropriate storm type.
Each storm then got a ”storm type” attribute which corresponded to the classification of the majority of its pixels.

The performance of the decision tree was evaluated
on an independent test data set of 1069 storms extracted from a different set of six days. The true skill
statisitc [Wilks(1995)] of the decision tree on the test data
set was 0.58.
I. Realtime Storm Type Identification
In real-time, the algorithm clusters radar reflectivity
composite fields and computes the set of storm properties
listed in Table I using radar data and derived fields. In
addition, the decision tree obtained through the training
process of Section II-H is used to classify each storm into
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TABLE I
Cluster attributes that were automatically extracted to determine storm type

Attribute
Speed
Size
Orientation
Aspect Ratio
Convective Area
Low Level Shear
MESH
MaxRef
MeanRef
MaxVIL

Source
Motion
Geometric
Geometric
Geometric
Severe Hail Index
Azimuthal shear layer average
Expected Hail Size
Reflectivity Composite
Reflectivity Composite
VIL

one of four categories (supercells, convective lines, pulse
storms and unorganized).
The classification, and a selected list of the properties,
are then converted to Keyhole Markup Language (KML)
and published on a webserver, along with georeferenced
images of the radar and derived fields. End-users may visualize this information using clients such as Google Earth
and ESRI Explorer. See Figure 8.

Unit
m/s
km2
deg
None
km2
s−1
mm
dBZ
dBZ
kg/m2

Description
Movement of cluster
Size of cluster
φ in ellipse fit
a/b in ellipse fit
Count of Severe Hail Index ≥ 0.5
Maximum absolute value in cluster
Maximum value in cluster
Maximum value in cluster
Mean reflectivity in cluster
Maximum value in cluster

well in spring, but not in winter. This is not especially
surprising, given that the algorithm was trained on a set
of six severe weather outbreak days. We are now in the
process of collecting a year’s worth of radar and derived
data so as to train the algorithm better. At that point,
we also plan to revisit the categories. With more data, it
may be possible to create more fine-grained and targeted
categories.
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Real-time extraction, dissemination and visualization of
storm-type information. Data from January 9, 2008 off the Carolinas
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III. Results
An objective analysis of the storm type algorithm is yet
to be carried out. Casual examination over winter and
spring indicated that the storm type algorithm performs
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